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ABSTRACT 

Root cause explanations in financial microservices become operationally useful only when their supporting evidence 
can be retrieved and checked. This study develops an evidence gated diagnosis framework that separates statistical 
confidence, evidence availability, and cryptographic integrity. A reproducible computational experiment generates 600 
independent synthetic incidents across three abstract failure families and evaluates four nested telemetry missingness 
conditions, producing 2,400 paired observations. A correlated Gaussian graph model ranks candidate causes; a selective 
decision rule accepts a diagnosis only when confidence and evidence requirements are satisfied. Across the matched 
model conditions, unrestricted graph diagnosis achieves 85.6% accuracy, compared with 42.0% for a largest anomaly 
heuristic. Evidence gating accepts 65.5% of observations without an observed diagnostic error, but rejects 63 correct 
recommendations beyond confidence filtering alone. Under deliberate model mismatch, accepted accuracy falls to 
92.7%, exposing the limits of confidence thresholds. Digital signature tests reject all 1,000 specified integrity violations 
while accepting deliberately false claims signed by the authorised test key. The contribution is an executable evaluation 
framework for defensible abstention, rather than evidence of faster human response or regulatory compliance. 
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1 INTRODUCTION 

Financial applications distribute transaction processing across authentication, account management, ledger posting, 
external payments, and persistent storage. A disturbance in one dependency can therefore appear as several failures 
elsewhere. Distributed tracing provides a practical basis for reconstructing these relationships, as illustrated by Dapper 
[1], while Trace Context [2] and OpenTelemetry [3] support interoperable telemetry collection. Nevertheless, locating 
an anomalous component and establishing why it should be treated as the initiating cause remain different analytical 
tasks. The distinction becomes consequential when the most visible timeout belongs to an affected caller and the 
initiating dependency has only a weak or partially missing signal. 

Existing research already addresses substantial parts of this problem. MicroRCA combines performance symptoms and 
resource utilisation through an attributed graph [4]. The yRCA tool [5] and subsequent work on explaining cascading 
failures from logs [6] explicitly reconstruct failure explanations. MicroRank uses normal and abnormal traces for latency 
localisation [7]. These contributions preclude a sweeping claim that microservice diagnosis lacks explanation. A more 
precise question concerns the conditions under which a diagnostic output can be accepted when its evidence is 
unavailable, altered, or insufficient for independent reconstruction. This question can complement existing analysers 
without assuming that they discard their intermediate reasoning. 

Explainability guidance distinguishes producing an explanation from ensuring that it reflects the system and 
acknowledges its limits [8]. Provenance modelling similarly separates entities, activities, and responsible agents [9]. 
Incident response guidance situates technical investigation within organisational preparation, response, and recovery 
[10]. These perspectives motivate an evidence record that identifies the incident, model version, inference rule, 
supporting observations, and review status. Such a record should expose an unsupported recommendation rather than 
hide its weaknesses behind a fluent account. Institutional governance research reinforces the value of operational 
documentation [11], while research on calibrated reliance cautions against interpreting technical capability as sufficient 
justification for trust [12]. 

Cryptographic mechanisms address a narrower, complementary concern. Secure hashes bind content to digests [13], 
and digital signatures authenticate a signed record under stated key assumptions [14]. Canonicalisation makes the 
relevant byte representation reproducible [15]; EdDSA provides a concrete signature construction [16]. Transparency 
protocols illustrate how additional logging mechanisms can support scrutiny of recorded events [17]. None of these 
components alone proves that recorded telemetry was truthful when collected, that a causal model is correct, or that an 
organisation satisfies a regulatory obligation. Consequently, this study uses evidence integrity as a necessary acceptance 
condition, with diagnostic correctness evaluated separately against known synthetic causes. 

Selective prediction offers a suitable decision foundation. Its central tradeoff is between the fraction of cases receiving 
a prediction and the error among those predictions [18]. Later work develops confidence based rejection [19] and 
integrated selection mechanisms [20]. Applying this reasoning to incident diagnosis requires an additional distinction: 
a statistically confident recommendation may still lack an available record from the proposed root service. Conversely, 
rejecting every incomplete incident can remove many correct recommendations. Reporting accuracy alone conceals this 
cost. An operational evaluation should therefore report coverage, conditional error, and the fraction of all incidents that 
receive a correct accepted diagnosis together. 

The evaluation treats deferral as a substantive outcome. An accepted recommendation consumes organisational 
authority, whereas an abstention creates work for another decision maker. Comparing these outcomes requires explicit 
denominators and a documented loss function, especially when technical confidence and the availability of supporting 
records materially diverge. 

The present contribution is a reproducible coupling of graph likelihood inference, explicit evidence constraints, and 
signature verification. It asks how missing telemetry changes accepted diagnostic coverage, whether evidence 
constraints add value beyond confidence filtering, and which failures cryptographic checks can detect. The experiment 
deliberately uses a small synthetic model rather than claiming equivalence with deployed services or established 
benchmark suites such as DeathStarBench [21]. Cluster resampling quantifies simulation uncertainty [22], and the 
interpretation follows risk management principles that connect model limitations to intended use [23]. The resulting 
framework makes acceptance decisions inspectable while exposing the assumptions that prevent extrapolation to 
production incident response. 
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2 METHODOLOGY 

We executed a synthetic computational experiment using seven nodes and six caller to dependency edges. Reverse 
reachability defines which callers can exhibit symptoms when a dependency fails. Three abstract families represent 
cascading latency, pool saturation, and payload errors through amplitude multipliers of 1.00, 1.15, and 0.85. Each family 
contains 200 independently seeded incidents with a uniformly sampled root. The same incident receives four nested 
service record masks with missingness probabilities 0, 0.15, 0.30, and 0.45. These are 2,400 correlated observations of 
600 incidents, not independent operational trials. 

For candidate root r, graph distance dᵢᵣ defines expected amplitude: three at the root, two plus 0.4dᵢᵣ at affected callers, 
and zero elsewhere, before the family multiplier. Expected onset is 0.6dᵢᵣ for affected nodes and four elsewhere. Onset 
is a synthetic feature, not elapsed response time. Amplitude and onset blocks have independent noise standard 
deviations 1.1 and 0.8, with shared disturbance standard deviations 0.35 and 0.30. Equation (1) specifies the observed 
Gaussian model; equation (2) evaluates its posterior under uniform root priors. Missing records remove both features. 
No parameters are fitted, making the matched model experiment deliberately favourable to likelihood inference. 

yO | r, f ∼  N(μO(r, f), ΣO)   (1) 

Σ =  diag(σa
2I +  τa

211T, σt
2I +  τt

211T)   (1a) 

pr  =  
exp(ℓr)

∑kexp(ℓk)
   (2) 

ℓr  =  −
1

2
(yO − μr,O)TΣO

−1(yO − μr,O)  +  log πr   (2a) 

Four policies use identical observations: largest observed amplitude, unrestricted posterior maximisation, confidence 
filtering, and evidence gating. With wrong acceptance costing ten units and deferral one unit, posterior acceptance 
begins at 0.90. Equation (3) adds a retrievable record at the proposed root, at least three observed nodes, and valid 
integrity checks. These evidence constraints are design assumptions rather than regulatory thresholds. If no record 
remains, unrestricted policies use a fixed tie rule and selective policies abstain. 

g =  1{10(1 − pr̂)  ≤  1}  ·  1{r̂  ∈  O}  ·  1{|O|  ≥  3}  ·  Iv,   r̂  =  arg maxrpr   (3) 

Each manifest binds incident identity, model and rule identifiers, the proposed root, posterior, and evidence digests. 
Equation (4) signs the manifest with Ed25519; signatures are detached to avoid self reference. Measurements use 
decimal strings within a documented restricted JSON encoding. Human review is explicitly absent. We test five integrity 
violations on 200 records each and separately sign knowingly false conclusions. Equation (5) reports coverage, selective 
error, and correct accepted yield. Two thousand cluster bootstrap resamples preserve all missingness views of each 
incident. A fixed stress test reduces root amplitude by forty percent and adds onset noise with standard deviation 1.2, 
without refitting the diagnostic model. 

hj  =  SHA256(bj),    M =  J(id, model, rule, r̂, p, {j: hj}, review)   (4) 

s =  Ed25519. Sign(sk, domain ∥  M)   (4a) 

Iv  =  Verify(pk, s, domain ∥  M)  ·  Bid  ·  ∏j1{SHA256(bj) = hj}   (4b) 

C =  n−1∑igi,    R =  
∑igi1{r̂i≠ri}

∑igi
,    Y =  n−1∑igi1{r̂i = ri}   (5) 

Table 1: Experimental design and notation 

Element Specification 

Nodes and edges API→Auth; API→Account; Account→Ledger; Ledger→Payment, Audit, Database 

Observation set O Observed service nodes; yₒ contains their amplitude and onset features 

Covariance parameters σₐ=1.1; τₐ=0.35; σₜ=0.8; τₜ=0.30; πᵣ=1/7 

Samples and seed 3 families × 200 independent incidents × 4 masks; seed 20261103 

Evidence notation bⱼ: evidence bytes; J: restricted encoding; sk/pk: signing/verification keys 

Integrity Iᵥ and Bᵢd Bᵢd checks object-set, node and incident binding; Iᵥ also checks signature and digests 

Outcome notation C: coverage; R: error among accepted cases; Y: correct accepted yield 

Primary threshold 0.90 fixed by an illustrative 10:1 error-to-deferral loss ratio 

Sensitivity thresholds 0.50, 0.60, 0.70, 0.80, 0.85, 0.90, 0.95, 0.99 
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3 EMPIRICAL RESULTS FROM SYNTHETIC COMPUTATION 

The computational results support a distinction between identifying a plausible cause and authorising its acceptance. 
Across 2,400 matched model observations, unrestricted graph likelihood correctly identified 2,055 roots, whereas the 
largest anomaly heuristic identified 1,007. The paired accuracy difference was 43.7 percentage points, with a cluster 
bootstrap interval of 40.2 to 47.2 points. This comparison tests whether propagation and onset information help within 
the specified generator. It does not establish superiority over MicroRCA, yRCA, or MicroRank, which were discussed as 
prior research but were not implemented as experimental comparators. 

Missingness substantially weakened unrestricted diagnosis. Accuracy declined from 99.3% with complete records to 
92.5%, 81.7%, and 69.0% as missingness increased to 15%, 30%, and 45%, respectively. The largest anomaly heuristic 
declined from 49.0% to 33.0% over the same conditions. Figure 1 shows both trajectories and the conditional accuracy 
of the evidence gate. The heuristic disadvantage is partly structural: the generator permits caller symptoms to exceed 
the initiating amplitude. Its role is a transparent symptom selection baseline, not a proxy for skilled engineers reviewing 
logs and traces. 

 

Figure 1: Diagnostic accuracy across nested missingness conditions. Evidence gate accuracy is conditional on 
acceptance; other curves use all 600 observations per condition. This is synthetic model performance, not 

measured production reliability. 

Table 2: Matched model results with a 0.90 acceptance threshold 

Missing % Anomaly accuracy % Graph accuracy % Gate accepted Gate coverage % Gate errors 

0 49.0 99.3 588/600 98.0 0 

15 45.3 92.5 446/600 74.3 0 

30 40.5 81.7 325/600 54.2 0 

45 33.0 69.0 213/600 35.5 0 

 
At the prespecified 0.90 threshold, confidence filtering accepted 1,637 observations and made two errors. Evidence 
gating accepted 1,572 observations and made no observed errors, yielding 65.5% coverage with a cluster bootstrap 
interval of 63.0% to 67.9%. Its conditional accuracy was therefore 100% within this experiment. That result should not 
be interpreted as a guarantee: the test uses one topology and a diagnostic likelihood matched to its generating process. 
A degenerate bootstrap interval at perfect observed accuracy would not establish zero deployment risk and is 
consequently not reported as such. 

The additional evidence requirements have a measurable opportunity cost. Relative to confidence filtering, they 
rejected 65 recommendations, of which 63 were correct and two incorrect. Correct accepted yield consequently fell 
from 68.1% to 65.5% of all observations. Thus, evidence availability improved the observed error profile while 
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withholding useful diagnoses. This is the practical reason to report acceptance counts alongside conditional accuracy. 
Figure 2 presents threshold sensitivity and the relationship between accepted coverage and correct accepted yield. It 
makes visible the cases transferred to further investigation rather than silently treating abstention as successful 
resolution. 

The cost increased as records disappeared. Evidence gated coverage was 98.0% with complete telemetry, 74.3% at 15% 
missingness, 54.2% at 30%, and 35.5% at 45%. At the highest missingness level, 387 of 600 observations were deferred. 
These outcomes cannot support a claim that the proposed workflow accelerates incident response: no responder time, 
workload, recovery duration, or documentation effort was measured. An organisation adopting such a policy would 
need to budget for the investigation queue created by rejected recommendations, especially when telemetry loss 
coincides with service degradation. 

 

Figure 2: Left: pooled risk versus coverage for fixed threshold sensitivity, with 0.90 labelled. Right: evidence 
gated coverage and correct accepted yield. Their equality reflects zero observed accepted errors in the 

matched model conditions, not guaranteed correctness. 

The mismatch experiment changes the interpretation of apparently perfect matched model performance. At 30% 
missingness, weakening the root signal and introducing additional onset noise reduced unrestricted accuracy from 
81.7% to 70.5%. The evidence gate accepted 289 of 600 cases, with 268 correct and 21 incorrect, giving 48.2% coverage 
and 92.7% accepted accuracy. Valid evidence and a high model posterior therefore did not preserve the matched model 
error rate. This stress test is limited, but it demonstrates that cryptographic assurance cannot compensate for incorrect 
likelihood assumptions or unmodelled timing behaviour. 

Table 3: Model mismatch at 30 percent missingness 

Condition Graph accuracy % Gate accepted Accepted 
correct 

Accepted accuracy 
% 

Matched model 81.7 325/600 325 100.0 

Weakened root and noisy onset 70.5 289/600 268 92.7 

 
Integrity testing produced a different pattern. Every clean record passed verification. All 1,000 specified violations were 
rejected: changed telemetry bytes, altered conclusions, altered rule identifiers, removed evidence objects, and 
substitution into another incident. Each category contained 200 checks. However, all 200 deliberately false conclusions 
passed the integrity verifier after being signed by the authorised test key. Figure 3 contrasts these outcomes. The verifier 
behaved correctly as an integrity mechanism; it was never a truth oracle. The deterministic test key is published solely 
to reproduce these checks and provides no deployment security. 
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Figure 3: Integrity verifier outcomes for 200 records per category. The five violation categories produce 1,000 
rejections. Re-signed false claims pass because a valid signature authenticates the committed bytes and does 

not establish causal truth. 

All reported percentages can be recomputed from the released incident records. Reusing incident seeds across 
missingness conditions preserves paired comparisons, but it also introduces dependence. Resampling individual rows 
as independent trials would therefore misstate precision; the reported intervals instead resample complete incident 
clusters together. 

The central finding is therefore conditional. Evidence gating makes unsupported acceptance explicit, while signatures 
expose specified changes to committed records. Neither mechanism independently establishes causality, human 
approval, or compliance. The simulation omits multiple simultaneous faults, recurrent call graphs, realistic workload 
traces, adversarial collectors, and key lifecycle management. Its family labels vary signal scale rather than execute 
different software faults. These limits define the next validation stage: benchmark fault injection, independent evidence 
review, and a counterbalanced responder study measuring both investigation time and deferred workload. 

4 CONCLUSION 

This study develops an evidence gated framework for root cause diagnosis in fintech inspired microservices and 
evaluates it through an executable synthetic experiment. The results show why diagnostic confidence, evidence 
availability, and record integrity should be measured separately. Under matched model assumptions, evidence gating 
eliminated observed errors among accepted recommendations while reducing coverage and withholding correct 
diagnoses. Under deliberate model mismatch, accepted accuracy fell substantially, demonstrating that strong evidence 
binding cannot repair an inaccurate diagnostic model. 

The practical contribution is a decision protocol that records when automated acceptance is justified under declared 
assumptions and when further investigation is required. Its cryptographic component detects specified alterations and 
missing evidence, while deliberately false signed records reveal the boundary between integrity and truth. The study 
provides no empirical estimate of human response speed and makes no claim of regulatory certification. 

Further research should deploy the protocol on realistic microservice benchmarks, compare established diagnostic 
systems, and evaluate independent reviewers and responders. Production applicability depends on calibration under 
distribution shift, reliable evidence retrieval, protected signing keys, and sufficient capacity to investigate deferred 
incidents. These conditions are part of the research problem rather than implementation details.  
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